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Abstract

Medical vision-language models (VLMs) are
typically evaluated using neutral, task-focused
prompts. However, in real-life clinical inter-
actions, users may express emotions. Ideally,
such emotions should only affect how a model
answers, not what it answers, yet it remains
unclear whether current medical VLMs behave
this way. We introduce MEDEMOBENCH, a
framework for evaluating the sensitivity of med-
ical VLMs to non-diagnostic emotional con-
text. It comprises over 300k image-instruction-
response triplets with eight emotions across
five medical tasks, providing the broadest task
coverage among existing medical VLM consis-
tency benchmarks. Emotional context shifts
predictions in model- and emotion-specific
ways that accuracy largely hides: only 57-
92% of closed-ended answers stay unchanged
across all emotions, and models tend to answer

“Yes” more often under positive-valence, high-
arousal context. We further compare four miti-
gation strategies and introduce HMEI-GRPO,
a post-training method that mines emotion-
sensitive prompt pairs and jointly optimizes
correctness and consistency. Our findings mo-
tivate evaluating consistency under emotional
context alongside standard medical task perfor-
mance.

1 Introduction

Medical vision-language models (VLMs) have
shown increasing capability in interpreting clin-
ical images, answering medical questions, and
generating diagnostic descriptions. Models
such as LLaVA-Med (Li et al., 2023b) and
MedGemma (Sellergren et al., 2025) extend gen-
eral vision-language architectures with biomedical
data and instruction tuning, and their performance
is commonly measured on benchmarks such as
SLAKE (Liu et al., 2021) and PathVQA (He et al.,
2020). While these benchmarks provide an im-
portant measure of medical knowledge and visual

understanding, they typically present questions in
a neutral and task-focused form.

Recent studies show that medical VLMs can
be sensitive to question paraphrasing (Sadanandan
and Behzadan, 2026), irrelevant context (Restrepo
et al., 2026), or misleading user cues (Yuan et al.,
2025; Zheng et al., 2026). Previously, Isbell et al.
(2020) have shown that emergency providers per-
ceived higher risks in encounters with angry pa-
tients, while a review by Kozlowski et al. (2017)
reveals that emotions can affect clinician’s decision
making. As medical VLMs are increasingly used
to address healthcare needs, those findings moti-
vate our question: How do medical VLMs change
their decisions when users express different emo-
tions? Understanding this sensitivity can help iden-
tify vulnerabilities and guide the development of
more reliable medical VLMs in the future.

To investigate this problem, we organize a bench-
mark around a two-stage evaluation: controlled
prompt comparisons to distinguish emotional sen-
sitivity from other prompt effects, followed by
a broader assessment of consistency and perfor-
mance across emotions and medical tasks. Building
on this evaluation, we compare mitigation strate-
gies and develop HMEI-GRPO, testing its gener-
alization across datasets. Our contributions are
fourfold:

- We introduce and systematically study an un-
explored problem: whether task-irrelevant user
emotions alter the responses of medical VLMs and
what the pattern is.

- We present MEDEMOBENCH, the most com-
prehensive benchmark to our knowledge, for evalu-
ating response consistency in medical VLMs, with
over 300k samples covering eight emotions and
five medical tasks.

- Our experiments reveal that emotion sensitiv-
ity varies substantially across tasks and models, and
that standard accuracy alone does not adequately
capture this instability.
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- We compare different mitigation strategies
and propose HMEI-GRPO, a consistency-aware
post-training method that reduces emotion-induced
response changes while improving performance.

2 Related Work

2.1 Medical Vision-Language Models

Medical VLMs adapt general-purpose multimodal
architectures for medical image understanding.
Early models such as LLaVA-Med (Li et al.,
2023b) adapt vision-language assistants to biomed-
ical figures using medical image-text data and in-
struction tuning. More recent models, including
MedGemma (Sellergren et al., 2025), Lingshu (Xu
et al., 2025b), Hulu-Med (Jiang et al., 2025),
and MedMO (Deria et al., 2026), are trained on
larger medical corpora and support broader imag-
ing modalities and tasks. In parallel, radiology-
focused models such as RadVLM (Deperrois et al.,
2025) and CheXOne (Zhang et al., 2026) empha-
size chest X-ray interpretation tasks such as report
generation, classification, and visual grounding.

These models are commonly evaluated on medi-
cal VQA and radiology benchmarks such as VQA-
RAD (Lau et al., 2018), SLAKE (Liu et al.,
2021), PMC-VQA (Zhang et al., 2023), and VinDr-
CXR (Nguyen et al., 2022). While these bench-
marks measure image understanding and clini-
cal question answering, they mostly use neutral,
context-free prompts. As a result, they do not test
whether a medical VLM remains stable when the
same medical question is asked under user affect,
such as anxiety or relief. We address this gap by
keeping the image and question unchanged while
varying only non-diagnostic emotional framing.

2.2 Prompt and Context Sensitivity in LLMs
and VLMs

Beyond standard task evaluation, robustness stud-
ies examine whether model predictions remain sta-
ble under context changes. In text-based LLMs,
irrelevant information can impair reasoning (Shi
et al., 2023), even if the intent is preserved (Chatter-
jee et al., 2024). Similar vulnerabilities have been
shown in medical VLMs: PSF-Med (Sadanandan
and Behzadan, 2026) examines paraphrase-induced
answer changes, while EchoBench (Yuan et al.,
2025), Sycophancy (Xu et al., 2025a) and Med-
CP (Xue et al., 2026) evaluate susceptibility to
biased user cues. These findings show that context
is not a neutral addition to a question. However,

in these studies, the effects of non-diagnostic user
emotions (emotional cues that do not hint towards
any diagnostic conclusions) have received less at-
tention.

Emotional influences have also been studied
in general-purpose LLMs. EmotionPrompt (Li
et al., 2023a) uses emotional stimuli to improve
task performance, while Sofroniew et al. (2026)
identify emotion-related representations in Claude
that causally influence its behavior. These stud-
ies offer complementary perspectives on emotional
effects. To further examine this effect in medi-
cal tasks, we introduce MEDEMOBENCH, to our
knowledge the most comprehensive medical VLM
consistency benchmark. It provides broader task
coverage than existing consistency benchmarks,
which primarily focus on VQA (Table 1).

Benchmark #Base #Total OE CE RG MS GR

Med. Sycophancy (Xu et al., 2025a) 4,995 39,960 ✗ ✓ ✗ ✗ ✗

EchoBench (Yuan et al., 2025) 2,122 21,220 ✗ ✓ ✗ ✗ ✗

Agree or Right (Aranya and Desai, 2026) 1,151 6,044 ✓ ✓ ✗ ✗ ✗

PSF-Med (Sadanandan and Behzadan, 2026) 26,850 119,706 ✗ ✓ ✗ ✗ ✗

Medical Context (Restrepo et al., 2026) 1,000 44,000 ✗ ✓ ✗ ✗ ✗

Med-CP (Xue et al., 2026) 89,727 ≈210,000 ✗ ✓ ✗ ✗ ✗

MM Perturbations (Moll et al., 2026) 6,592 55,208 ✓ ✓ ✗ ✓ ✗

Med-R2 (Ma et al., 2026) 42,432 110,406 ✓ ✓ ✓ ✗ ✗

MEDEMOBENCH (Ours) 13,774 346,100 ✓ ✓ ✓ ✓ ✓

Table 1: Comparison of medical VLM benchmarks for
response consistency under prompt conditions. OE/CE:
open-/closed-ended VQA; RG: report generation; MS:
multi-step reasoning; GR: visual grounding.

3 MEDEMOBENCH: A Benchmark for
Affective Robustness in Medical VLMs

Figure 1 summarizes MEDEMOBENCH. We first
conduct a controlled sanity check to distinguish
emotion effects from simpler prompt variations.
We then extend the evaluation to eight emotions
across five medical tasks.

3.1 Controlled Sanity Check

A direct comparison between emotional and de-
fault prompts cannot isolate the effect of emotion,
as the prompts also differ in added content (Shi
et al., 2023), wording (Chatterjee et al., 2024),
and length (Du et al., 2025). These factors are
known to affect model outputs, including under
minor reformulations in medical VLMs (Sadanan-
dan and Behzadan, 2026). We therefore construct
a matched design of 32 prompt variants in 4 cate-
gories (details in Appendix B): Base (B) - neutral
prompts; Random-word (R) - prompts containing
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Figure 1: Overview of MEDEMOBENCH. (a) Controlled sanity check on yes/no medical VQA. Each image-question
pair is evaluated using 32 prompt variants, separating other confounders with attributed-emotion effects. (b) Full
evaluation using 8 emotions from 4 valence-arousal quadrants across 5 medical vision-language tasks.

task-irrelevant neutral words; Emotion-word (W )
- prompts with the same template as R but contain
an emotion word without attributing it to the user;
and Emotion-state (S) - prompts explicitly stating
that the user feels the corresponding emotion.

Metrics. We define the following metrics (math-
ematical formulation in Appendix F):

Addition Sensitivity (AS) measures whether
adding a task-irrelevant neutral word (B → R)
changes the answer.

Word Sensitivity (WS) measures the effect of
replacing the neutral word with an emotion word
(R → W ), while keeping the template unchanged.

Emotion-state Sensitivity (ES) measures the
additional effect of stating to feel the emotion
(W → S), rather than just including the word.

Length Sensitivity (LS) measures answer
changes between matched short and long versions.

Together, these metrics separate changes associ-
ated with user emotion from those caused by other
confounders.

Setup and results. As a lightweight sanity check,
we filter yes/no questions from the test set of VQA-
Rad (Lau et al., 2018), yielding a total of 250 base
Q-A pairs. We tested 24 models from different
model families, with the full list shown in Ap-
pendix A. For consistency and fair comparison,
we use deterministic decoding without sampling
(t = 0) in this and all subsequent experiments.

The results are shown in Figure 2. Models like
Janus shows near-zero semantic sensitivity, but
can still have extreme volatility in their raw re-
sponse (69% in LS; 52% in ES). Others such as

Llama-Vision and LLaVA-Med have high sensi-
tivity across all dimensions, suggesting that the
change may come from generic changes rather than
emotional effects. Several models (Huatuo, Hulu-
7B, MedMO) show lower WS than ES, suggest-
ing a possible emotion-specific effect; however,
their substantial AS and LS indicate that this effect
cannot be cleanly separated from others. Further-
more, models within the same family may not be-
have similarly. While some families (e.g. Qwen,
MedGemma) cluster tightly across sensitivity axes,
others like MedMO and Hulu display notable vari-
ance, and a higher parameter scale does not guar-
antee better robustness.

Based on this finding, we then focus our bench-
mark on a balanced evaluation set comprising 2
general-domain (Qwen3-VL-4B & 8B) and 5 med-
ical VLMs (Hulu-Med-4B & 7B, Lingshu-i-8B,
MedGemma-v1.5, and Huatuo). This selection
covers both general and medical VLMs, different
model sizes in the same family, and with different
levels of emotional sensitivity.

3.2 Benchmarking across Medical Tasks

Having characterized each model’s sensitivity
in Section 3.1, we extend the evaluation to 8
emotions in 5 medical tasks. Particularly, these
emotions cover the 4 quadrants of the circum-
plex model of affect (Russell, 1980). This model
has also been used in recent emotion studies for
LLMs (Sofroniew et al., 2026; Wang et al., 2026;
Sun et al., 2026), allowing us to examine whether
model behavior varies systematically with emo-
tional valence (positive vs. negative) and arousal
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(b) Emotion effects

Gemma 4 4.7 4.6 3.9 6.2

HGPT-4B 7.3 6.3 4.0 5.2

HGPT-8B 7.1 7.4 6.6 11

Huatuo 8.7 9.0 8.1 21

Hulu-4B 10 8.2 7.4 11

Hulu-7B 12 9.8 4.8 16

Hulu-14B 4.3 3.9 5.1 5.3

Hulu-32B 6.3 6.1 5.6 6.8

InternVL-4B 48 23 17 59

InternVL-8B 31 21 20 26

Janus 43 69 7.6 52

Lingshu-7B 7.8 5.1 5.3 6.3

AS LS WS ES

Lingshu-I-8B 8.3 6.9 7.4 9.7

Lingshu-32B 5.6 3.6 3.9 6.4

Llama-Vision 19 19 8.0 19

LLaVA-Med 29 32 24 42

MedGemma-1.5 14 7.4 6.9 6.4

MedGemma-4B 16 9.7 11 10

MedGemma-27B 11 9.1 9.9 11

MedMO-4B 16 13 6.6 13

MedMO-8B 23 25 9.7 30

Qwen3-4B 4.5 5.2 3.5 5.7

Qwen3-8B 5.4 5.3 5.8 8.1

Qwen3-32B 5.9 4.4 5.1 5.7

AS LS WS ES
(c) Raw-response Sensitivity

Figure 2: Controlled sanity-check results across general and medical VLMs. (a) Semantic changes caused by word
addition (AS) and prompt length (LS). (b) Semantic changes associated with emotion words (WS) and explicit user
emotion (ES). (c) Corresponding raw-response change rates. Lower values indicate greater consistency.

(high vs. low). For each emotion, we use 3 prompt
variants with different V-A coordinates to ensure
variability; of which 2 indirectly show the emo-
tion, while the last one states the emotion explicitly
(Table 15). To further verify whether the prompts
represented the intended emotions, we recruited 6
volunteers to match each of the 16 implicit prompts
to a best-fitting emotion. They scored an average
of 13.17/16 in emotions and 15.5/16 in V-A quad-
rants matched (Appendix H). This shows that the
prompts convey their intended emotions.

The setup and results for each task in MEDE-
MOBENCH are as follows:

Model
SLAKE VQA-Med 2019

Ad Aavg Ar Cavg Cr Ad Aavg Ar Cavg Cr

Huatuo 63.52 62.76
±1.56

[60.04,
65.93]

85.44
±2.13

[79.81,
88.43] 60.60 59.11

±0.79
[57.15,
60.35]

86.78
±1.67

[82.30,
89.60]

Hulu-Med-4B 74.25 69.67
±2.46

[63.48,
73.09]

82.30
±3.99

[71.18,
86.95] 60.10 59.23

±1.08
[56.90,
60.75]

88.82
±2.57

[82.40,
92.95]

Hulu-Med-7B 74.67 71.33
±1.49

[67.98,
73.61]

87.34
±1.79

[83.51,
90.60] 60.10 60.20

±1.04
[57.90,
61.70]

89.43
±1.88

[85.65,
92.00]

Lingshu 84.90 84.48
±0.53

[83.20,
85.32]

98.32
±0.53

[97.01,
99.08] 60.45 60.40

±0.59
[59.10,
61.35]

93.14
±1.36

[88.95,
94.95]

MedGemma 67.88 68.85
±0.72

[66.64,
70.10]

89.52
±1.23

[86.17,
91.68] 49.50 51.26

±1.04
[49.20,
53.15]

83.74
±1.63

[80.65,
87.45]

Qwen3-VL-4B 69.98 69.89
±1.09

[65.95,
71.56]

87.47
±1.53

[83.29,
89.96] 53.45 53.28

±0.72
[51.85,
54.95]

86.46
±1.97

[81.60,
90.15]

Qwen3-VL-8B 66.07 67.66
±0.73

[66.26,
68.80]

85.92
±1.59

[82.80,
88.90] 55.25 55.45

±1.03
[53.75,
58.60]

88.28
±1.80

[81.20,
90.45]

Table 2: Open-ended VQA Results. Both A and C are
normalized from the range [0, 4] to percentile scale.

3.2.1 Open- and Closed-ended VQA
Setup. We conduct our experiments on three
benchmarks covering different imaging modalities,
question formats, and clinical scopes: SLAKE (Liu
et al., 2021), VQA-Med 2019 (Ben Abacha et al.,
2019) for open-ended and yes/no questions and
GMAI-MMBench (Chen et al., 2024b) for multi-
choice questions.

We evaluate accuracy (A) compared to the
ground truth; consistency (C) compared to the non-
affective question. For open-ended questions, we

employ DeepSeek-V4.1-Flash (Xu et al., 2026) to
act as a LLM judge (Appendix D). Additionally,
for closed-ended questions, where the answers are
formatted as a single token, we also measure the
token probability (P) as a proxy for the models’
confidence in their answers. For each metric, we
report the default value, the average and range over
all affective variants to capture possible improve-
ments and degradations.

0.4 0.5 0.6 0.7 0.8 0.9 1.0
Pd

Huatuo

Hulu-Med-4B

Hulu-Med-7B

Lingshu

MedGemma

Qwen3-VL-4B

Qwen3-VL-8B

Stable Flipped

Figure 3: Default-prompt answer probability Pd related
to stable (answer remains unchanged under all emo-
tional prompts) and flipped (otherwise).

Results. Open- and closed-ended VQA perfor-
mance of models are shown in Table 2 and Table 3,
respectively. Looking first at closed-ended results,
affective prompts slightly reduced mean accuracy
in most models, with the worst-case emotion caus-
ing large drops (e.g. Huatuo, 76.85 → 62.77%).
However, some models may gain a marginal per-
formance increase. Similarly, confidence (P) gen-
erally also decreased for most models, except for
Qwen3-VL. Consistency may be hidden by accu-
racy: only 57-92% of answers stayed unchanged
across all emotions, even where mean accuracy
was nearly stable, showing that accuracy alone is
not a reliable measure. This inconsistency may
be related to confidence (Figure 3): answers that
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Model
SLAKE + VQA-Med 2019 GMAI-MMBench

Ad Aavg Ar Pd Pavg Pr Call Cavg Cr Ad Aavg Ar Pd Pavg Pr Call Cavg Cr

Huatuo 76.85 71.08
±2.94

[62.77,
75.42] 73.91 71.74

±2.28
[67.74,
75.62] 61.81 88.46

±3.66
[77.33,
92.60] 50.37 50.25

±0.70
[47.85,
51.25] 63.61 63.26

±1.61
[59.92,
67.15] 58.11 86.79

±2.75
[78.22,
89.82]

Hulu-Med-4B 85.44 79.49
±2.26

[74.22,
83.05] 80.34 75.16

±1.91
[70.84,
77.67] 58.95 87.57

±3.36
[79.47,
91.65] 51.52 50.09

±0.86
[47.80,
51.45] 60.94 58.20

±1.15
[56.06,
60.66] 57.10 87.23

±2.10
[82.79,
90.13]

Hulu-Med-7B 86.63 82.55
±2.39

[77.57,
85.92] 78.96 74.58

±2.34
[69.31,
77.87] 67.30 91.20

±2.75
[84.73,
95.47] 53.82 53.37

±0.73
[51.49,
54.62] 60.76 60.36

±1.23
[57.00,
62.28] 67.45 90.35

±1.92
[85.05,
93.25]

Lingshu 94.51 94.35
±0.63

[92.12,
94.99] 95.15 94.10

±0.73
[92.08,
94.86] 91.89 98.91

±0.81
[96.66,
99.76] 56.22 56.35

±0.49
[55.30,
57.16] 80.54 79.36

±0.57
[77.83,
80.31] 68.33 90.05

±2.02
[83.58,
93.34]

MedGemma 77.57 78.02
±0.81

[76.61,
79.71] 94.75 93.42

±1.09
[89.87,
95.48] 74.22 91.43

±2.45
[82.82,
94.51] 43.58 42.01

±0.75
[40.18,
43.80] 79.02 74.27

±1.45
[69.70,
76.66] 57.16 82.89

±2.46
[75.96,
88.35]

Qwen3-VL-4B 80.91 78.82
±1.21

[76.61,
80.67] 94.56 95.32

±0.53
[94.24,
96.42] 77.33 93.77

±1.61
[88.54,
96.42] 53.67 53.25

±0.33
[52.55,
53.98] 90.45 90.76

±0.28
[90.27,
91.35] 65.12 88.98

±1.80
[84.26,
91.60]

Qwen3-VL-8B 78.28 79.00
±0.81

[77.33,
80.43] 94.10 94.23

±0.52
[92.80,
94.97] 76.61 90.33

±1.95
[87.11,
94.03] 53.58 53.56

±0.31
[52.86,
54.15] 88.13 89.39

±0.25
[88.79,
89.72] 69.08 90.14

±1.37
[87.08,
92.57]

Table 3: Closed-ended VQA Results. Xd: Metric X for "default" prompt, Xavg: Average ± std for emotional
prompts, Xr: Range of X [min, max] for emotional prompts, Call: % of all emotions agree with "default". For each
column, highest values are bold, while lowest values are underlined. Blue shows a decrease from the default setting,
while red indicates an increase. All units are %.

changed under emotional prompts generally had
lower confidence (Pd) than stable ones. We also ex-
amine how flips depend on the V-A coordinates
of the emotion (Figure 4). Two quantities de-
scribe each change from the neutral prompt: its
magnitude (flip rate) and its direction (yes-shift =
no→yes − yes→no). Valence sets the direction,
but only under high arousal: V−A+ emotions push
answers toward "No" (-1.92%), while V+A+ emo-
tions push them toward "Yes" (+1.32%), and the
two low-arousal quadrants barely differ. Arousal
also raises the flip rate, but only for negative emo-
tions (8.2% → 10.1%); positive emotions stay at
about 7.5%. This pattern holds within most models,
even though each model has its own overall bias.

−4 −2 0 2 4 6 8
Δ yes-shift %

−6

−4

−2

0

2

4

Δ 
fli

p 
ra

te
 %

→ yesno ←

A− → A+|V−

A− → A+|V+

V− →V+|A+

V− →V+|A−

Figure 4: Effects of arousal and valence on answers.

A similar pattern can be seen for the open-
ended setting (Table 2). Emotional prompts mostly
lower the accuracy, with some exceptions seen
in MedGemma and Qwen. Lingshu remains the
strongest and most consistent model. However, the
emotion pattern is simpler: both accuracy and con-
sistency improve as valence increases and arousal
decreases (Figure 5).

−1.5 −1.0 −0.5 0.0

Fear
Anxiety
Shame

Grief
Hope

Optimism
Calm
Relief

-1.29
-1.02

-0.58
-0.56

-0.22
-0.18
-0.15
-0.09

ΔA

V−A+

V−A−

V+A+

V+A−

−2 0 2

-1.47
-0.96

-0.66
-0.23

+0.45
+0.70

+0.92
+1.24

ΔCrel (C̄ = 88.07)

Figure 5: Per-emotion effect on open-ended VQA, aver-
aged. ∆A: accuracy change w.r.t. the default prompt;
∆Crel: consistency relative to general mean (C̄)

3.2.2 Report Generation
Setup. To evaluate the medical report genera-
tion capability, we use U2-Bench (Le et al., 2026),
which focuses on ultrasound imaging, and IU-
XRay (Demner-Fushman et al., 2016), which con-
tains chest X-ray images coupled with reports. We
employ both lexical and semantic metrics, includ-
ing BLEU-4, ROUGE-L, and ClinicalBERTScore-
F1 (Alsentzer et al., 2019; Zhang et al., 2020). Sim-
ilarly to VQA, we compare the responses to both
the ground truth and the default setting to measure
correctness and consistency.

Results. Unlike closed-ended VQA where emo-
tional prompts mostly lower accuracy, report gen-
eration shows no strong signals (Table 4). The
change direction depends on the model: under af-
fective condition, MedGemma improves in both
datasets, whereas Huatuo declines on every one.
This once again suggests that robustness to emo-
tional context is model-specific and, in some cases,
can even benefit models. Consistency is affected
far more than correctness, with BLEU-4 against the
default response averaging 38-62% (Figure 6). The
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Model
IU-XRay U2-Bench

BLd BLavg BLr Rd Ravg Rr BEd BEavg BEr BLd BLavg BLr Rd Ravg Rr BEd BEavg BEr

Huatuo 2.92 2.53
±0.61

[1.51,
3.52] 15.94 15.81

±1.66
[12.06,
18.45] 75.23 74.27

±0.82
[72.44,
75.82] 9.36 7.42

±2.15
[2.93,
9.52] 25.61 23.46

±2.46
[18.19,
25.78] 76.24 75.71

±0.77
[73.87,
76.70]

Hulu-Med-4B 3.06 3.12
±0.69

[1.11,
3.96] 18.95 17.26

±2.39
[9.42,
19.25] 76.43 75.63

±1.85
[68.48,
77.20] 11.02 11.04

±1.00
[9.03,
13.87] 27.53 28.07

±0.94
[25.91,
31.03] 77.89 77.54

±0.34
[76.95,
78.49]

Hulu-Med-7B 2.62 3.45
±0.70

[1.91,
5.15] 17.93 17.93

±1.25
[12.80,
19.64] 76.44 75.82

±0.89
[73.09,
77.16] 13.76 13.48

±0.24
[12.99,
13.90] 30.56 30.03

±0.49
[28.88,
30.86] 78.49 78.35

±0.36
[77.41,
78.82]

Lingshu 8.16 8.07
±1.22

[6.08,
10.43] 26.81 26.77

±0.17
[26.39,
27.11] 75.79 75.32

±0.39
[74.88,
76.64] 2.26 2.77

±0.33
[2.30,
3.72] 17.10 17.95

±0.47
[17.07,
19.19] 73.86 74.22

±0.28
[73.75,
74.91]

MedGemma 8.95 9.30
±0.51

[7.77,
9.86] 26.61 27.47

±0.22
[26.98,
27.83] 78.89 79.16

±0.10
[78.92,
79.31] 5.10 5.38

±1.33
[3.62,
9.52] 19.42 20.40

±1.75
[18.77,
26.17] 73.87 74.33

±0.43
[73.87,
75.79]

Qwen3-VL-4B 0.72 0.64
±0.08

[0.45,
0.77] 6.80 6.15

±0.52
[4.80,
6.96] 72.86 72.99

±0.36
[72.29,
73.51] 6.47 5.02

±0.44
[4.26,
6.08] 20.08 19.30

±0.32
[18.75,
20.05] 76.22 75.84

±0.19
[75.38,
76.22]

Qwen3-VL-8B 0.82 0.85
±0.16

[0.53,
1.12] 6.79 7.35

±1.12
[5.09,
8.98] 72.31 72.13

±0.31
[71.56,
72.90] 4.94 4.12

±0.33
[3.47,
4.69] 19.33 18.97

±0.37
[18.33,
19.64] 75.49 75.32

±0.20
[74.95,
75.67]

Table 4: Report Generation Results. BL: BLEU-4, R: ROUGE-L, BE: BERT. Other annotations follow Table 3
.

pattern also suggests that positive valence emotions
may keep outputs closer to the original.
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Figure 6: Consistency of generated reports from emo-
tional prompts and default prompt (BLEU-4, averaged
over both datasets, then centered by each model’s mean)

3.2.3 Multi-step Reasoning
Setup. Multi-step reasoning datasets either split
a task into subquestions or ask for all reasoning
steps in one structured response. Since a single
structured response is harder for small models to
follow and harder to grade at each step, we select
Step-CoT (Fan et al., 2026), which decomposes
chest X-Ray diagnosis into 7 steps with interme-
diate ground truths. We compare first-failure step,
the earliest step at which a model makes an error,
which allows us to identify the common failure
pattern of emotion-induced models.

Results. For every model, with or without emo-
tional framing, most chains fail at Step 1 (Detec-
tion), and very few got through the first 3/7 steps
(Figure 10). Emotional framing changes how of-
ten chains fail, but in different directions: rises for
some (e.g. MedGemma, Hulu-Med-7B) and falls
for others (e.g. Qwen3-VL-8B, Lingshu). Because
step 1 is where most chains break and where emo-
tional framing changes the outcome most visibly,

we examine this step in Figure 7. Beyond the men-
tioned model-level shift, we observe that emotions
on one diagonal of the V-A space (Grief/Shame,
Optimism/Hope) lead to fewer failures than those
on the other. This holds for all models (p = 0.016,
∆̄ = 4%), with at least one emotion significantly
changes Step-1 accuracy in every model except
Qwen3-VL-4B (Appendix L).
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Figure 7: Change in Step 1 failure rate (∆ =
FF@1emotion − FF@1default, unit:%). Red means more
chains fail under emotional condition; blue means less.

3.2.4 Grounding
Setup. For grounding, we select only models in-
struction tuned to localize regions of the image.
Thus, instead of the previous choice of models, we
select Qwen3-VL and MedMO models, and add
RadVLM and CheXOne, which are specialized ra-
diology VLMs. We use VinDr-CXR (Nguyen et al.,
2022) as the data source, and report our results on
1038 instances where all models and emotions re-
turn at least 1 bounding box (refer to Appendix M).
For simplicity, when more than 1 box is returned,
we select the first box as the answer.

Results. We focus on observing how the bound-
ing boxes change under affective prompts. A com-
mon pattern can be observed from Figure 8a is that
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Figure 8: Grounding performance under emotion-conditioned prompts in six VLMs.

the bounding boxes tend to be shifted toward the
upper left of the image. The shift is stronger for
MedMO models, followed by Qwen, and nearly
absent in the specialized CheXOne and RadVLM.
The direction varies by emotion (e.g. fear often
diverges), but the overall bias is consistent.

Regression estimates (Appendix M, Figure 8b)
showed that valence and arousal tend to act in oppo-
site directions: higher valence and higher arousal
shifted box position or size with opposite signs
(e.g. valence tends to narrow boxes while arousal
widens them in Qwen3-VL-8B). The IoU panel
mirrors the effect in Figure 8a: models with larger
shifts were less consistent, as shown by the mean
IoU between neutral and affective predictions (µ).
Higher arousal significantly reduced IoU in most
models, whereas valence had little effect. MedMO-
4B was the exception, with valence lowering IoU
and arousal raising it.

4 Mitigating the Effects of Emotions

4.1 Comparing Intervention Strategies

Prior works suggest four main directions for re-
ducing context sensitivity: LLM-based prompt
rewriting, contrastive decoding, activation steer-
ing, and post-training. These approaches inter-
vene at different stages thus have distinct trade-

Model Method Ad Aavg Amin Amax Call Cavg Cmin Cmax

Hulu-Med-7B

Base 86.63 82.55 77.57 85.92 67.30 91.20 84.73 95.47
S2A 84.25 83.73 83.05 85.68 91.41 96.42 95.70 97.14
VCD 84.96 82.00 76.61 84.49 71.12 92.26 86.16 95.23
PVec 86.40 82.22 75.66 85.92 67.78 91.83 83.53 96.66
GRPO 86.40 84.86 82.82 87.11 79.24 94.75 91.65 97.14
Ours 85.92 84.38 82.34 87.11 79.47 94.54 91.41 97.14

MedGemma

Base 77.57 78.02 76.61 79.71 74.22 91.43 82.82 94.51
S2A 73.03 77.29 73.51 78.52 72.08 86.89 79.24 88.54
VCD 77.57 78.52 77.09 79.71 77.57 92.82 87.11 95.23
PVec 73.75 77.06 73.27 78.52 74.46 90.34 81.86 94.75
GRPO 78.28 78.91 76.13 81.38 73.99 90.96 81.62 93.79
Ours 79.00 78.62 75.18 80.43 75.42 91.29 82.82 93.56

Qwen3-VL-8B

Base 78.28 79.00 77.33 80.43 76.61 90.33 87.11 94.03
S2A 79.24 78.70 77.09 79.00 97.61 99.01 97.85 99.28
VCD 78.76 78.78 76.85 80.43 76.61 91.33 88.54 94.27
PVec 77.09 78.98 77.80 80.19 76.13 90.41 88.31 93.56
GRPO 80.19 79.97 79.00 81.15 75.42 91.05 86.87 94.03
Ours 80.19 80.66 78.52 82.10 78.04 91.14 88.54 93.79

Table 5: Mitigation strategies on closed-ended SLAKE
+ VQA-Med 2019. Bold/underline: highest/2nd highest.
Green: improved from non-intervention (Base).

offs (Appendix N). We test whether these theoreti-
cal advantages translate into empirical robustness
by implementing one representative method from
each category: S2A (Weston and Sukhbaatar, 2023)
for prompt rewriting, VCD (Leng et al., 2024) for
contrastive decoding, persona vectors (Chen et al.,
2025a) for activation steering, and GRPO (Shao
et al., 2024) for post-training. The last two methods
share the same data recipe: 1,000 samples, which
serve as training data for GRPO and are used to
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extract the steering vector. In closed-ended VQA
setting (Table 5), results confirm these trade-offs,
and no strategy dominates. S2A performs well on
Hulu-Med and Qwen but its accuracy is capped
by rewritten questions, leading to MedGemma’s
decrease. VCD often yields small gains, while per-
sona vectors barely change consistency and often
reduce accuracy. GRPO is the only method that
consistently improves accuracy, yet its consistency
gains are uneven. This motivates a method that
improves consistency while preserving accuracy.

4.2 HMEI-GRPO: Emotion-Invariant
Post-training

Building on the previous finding, we introduce
Hard-Mined Emotion-Invariant Group Relative
Policy Optimization (HMEI-GRPO), which com-
bines model-specific hard-pair mining with an
emotion-invariance reward over paired prompts.
Figure 9 shows the design with 2 main components.

Figure 9: Overview of HMEI-GRPO. We filter samples
where emotions flip the prediction, then jointly optimize
variants with accuracy and consistency rewards.

Hard-pair mining. Recent alignment methods
increasingly prioritize training examples according
to the weaknesses of the model being optimized to
utilize low training budget (Lu et al., 2025; Liang
et al., 2025; Pikus et al., 2025). Following this prin-
ciple, we define hardness directly by a decision flip:
For model f , an affective variant q(e) of the origi-
nal question q(0) is retained when both predictions
are valid and f(I, q(e)) ̸= f(I, q(0)).

Pair-aware GRPO. Standard GRPO (Shao et al.,
2024) optimizes responses at the prompt level,
while recent variations jointly optimize semanti-
cally equivalent inputs using consistency-aware
rewards to improve robustness (Yao et al., 2026;
Zheng et al., 2026). In HMEI-GRPO, we sample
K = 4 responses from the reference prompt q(r)

and K from its affective counterpart q(e). Each re-
sponse receives an accuracy reward (racc) together
with a symmetric pairwise consistency reward
(rcon): r = racc + λrcon, where racc ∈ {+1,−1}
rewards answer correctness, and rcon ∈ {+1,−1}
rewards invariance. Because the consistency term
is applied symmetrically, HMEI-GRPO encourages
agreement without treating the reference prediction
itself as ground truth.

Results. We train 3 models using the setup in Ap-
pendix O and compare our method with the 4 base-
lines in Table 5. HMEI-GRPO improves the most
metrics (18/24) and is the only strategy to improve
both Aavg and Call on every model (by 1.4 and
4.9%). The ablation study in Table 6 shows that
harder mined pairs mainly improve consistency,
especially out of domain (Call on VQA-Med: R
< H-I < H-II for both λ). Although λ = 0 of-
ten scores slightly higher on average, rcon still can
stabilize domain transfer for some models (e.g.,
Hulu-Med-7B; Appendix P)

Method Data
SLAKE VQA-Med 2019

Ad Aavg Call Cavg Ad Aavg Call Cavg

Base - 81.97 81.16 73.52 91.57 74.48 72.59 68.23 87.78

Ours
(λ = 0)

R 83.29 82.66 77.00 92.94 72.40 73.44 71.88 88.45
H-I 83.57 83.02 78.31 93.17 75.00 72.61 73.44 88.76
H-II 83.85 83.22 78.03 92.48 74.48 72.53 75.00 90.76

Ours
(λ = 0.5)

R 83.10 82.42 77.09 92.70 70.83 73.29 69.79 87.43
H-I 83.38 82.77 78.03 92.57 72.92 72.89 70.83 89.17
H-II 83.38 82.72 78.59 92.82 72.40 72.87 72.40 89.54

Table 6: Ablation study on HMEI-GRPO’s training
config, averaged over 3 models in Table 5.

5 Conclusion

We introduced MEDEMOBENCH, a framework for
evaluating how emotional context affects medical
vision-language models. Our results show that emo-
tional context changes models’ answers, in ways
that are model- and emotion-specific and largely
hidden by accuracy. Some patterns emerge, but no
single pattern holds across all models and tasks.

We further compared four mitigation strate-
gies and proposed HMEI-GRPO, a post-training
method which mines emotion-sensitive prompt
pairs and jointly rewards correctness and consis-
tency. HMEI-GRPO is the only strategy that im-
proves both accuracy and consistency on every
model. These findings suggest that consistency
should be evaluated alongside standard task perfor-
mance before medical VLMs are deployed.
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6 Limitations

While MEDEMOBENCH offers the broadest task
coverage among medical VLM consistency bench-
marks and HMEI-GRPO improves both accuracy
and consistency, our study has several limitations.

Scope of evaluation. Section 3.1 implies that
addding emotional context to a prompt inevitably
introduces confounders (content, length) whose ef-
fects cannot be fully removed. A fully neutral base-
line (V=0, A=0) is difficult to construct, as first-
person context tends to convey some affect. We
therefore draw our main conclusions (Section 3.2)
from comparisons among emotions, with prompts
sharing similar length and structure.

The emotions used in our experiment are ex-
pressed in single-turn English prompts, and we
focus on open-weight models of up to 32B pa-
rameters, with the main experiment related to
models of up to 8B parameters. Open-ended
answers are scored by an LLM judge but have
not been validated against clinicians. Extend-
ing MEDEMOBENCH to multi-turn and multilin-
gual settings, larger and proprietary models, and
clinician-validated metrics is a natural next step.

Generalization of HMEI-GRPO. HMEI-GRPO
is designed as a proof of concept under our limited
computational resources: it can improve both ac-
curacy and consistency with LoRA and only 1,000
closed-ended training samples. Since training and
evaluation share the same set of emotional prompts,
one may argue that HMEI-GRPO overfits to these
specific phrasings. However, similar to Chen et al.
(2025a), we reuse the prompts but hold out all
evaluation questions and images, and the consis-
tency gains transfer to the out-of-domain VQA-
Med 2019 for all 3 models. Nonetheless, the next
steps should be extending it to other tasks and eval-
uating it on other types of context beyond emotion.

7 Statements

Ethical statement. This work aims to expose a
failure mode of medical VLMs before deployment:
users expressing certain emotions may receive dif-
ferent and sometimes less accurate answers. Our
goal is to maintain the invariance of the clinical
conclusion: models should still respond with care,
but should not ignore clinically relevant details.

Our findings also carry risks. Knowledge of
which framings shift predictions could be misused

to steer model outputs. In addition, a more consis-
tent model is not necessarily a correct one. None
of the evaluated models, including those trained
with HMEI-GRPO, is validated for unsupervised
diagnosis.

Reproducibility Statement. All datasets are pub-
licly available and are used under their licenses. We
release only code, emotional prompts and model
outputs; images and questions are not redistributed
and must be obtained from the original sources.
We will release our code and model outputs upon
publication.

Use of LLMs. We used LLMs assistants to sup-
port writing and editing of the manuscript. LLMs
were also part of our methodology: GPT-5.6 gen-
erated the emotional prompts, which were verified
by human annotators, and DeepSeek-V4.1-Flash
served as the judge for open-ended VQA. The au-
thors reviewed and revised all AI-assisted text and
take full responsibility for the final manuscript.
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A Evaluated Models

As described in Section 3, we evaluate 24 mod-
els from 13 model families, comprising 8 general-
purpose VLMs and 16 medically specialized
VLMs. For the grounding experiments, we ad-
ditionally include RadVLM and CheXOne due to
their dedicated grounding capabilities, bringing the
total number of evaluated models to 26. The com-
plete model list is provided in table 12.

B Prompt Prefixes Used in Sanity Check

The sanity check uses 32 prompt conditions: eight
controls and 24 emotion-related prompts. The latter
follow a 2 × 3 × 2 × 2 design comprising two
emotions (anxious and calm), three lexical pairs,
two prompt roles, and two prompt lengths. The
anxious condition represents negative valence and
high arousal, whereas the calm condition represents
neutral-positive valence and low arousal.

All conditions use the same system prompt:

Answer the yes/no question based on the
medical image. Return only Yes or No.

Except for base_short, each user prompt con-
sists of the prefix listed below, followed by a
blank line and Question: {question}. The
base_short prompt contains only the question
line. As mentioned in section 3, we denote the four
prompt roles as base (B), random-keyword control
(R), emotion-word control (W), and emotion-state
prompt (S). The detailed list of prompts are pre-
sented in table 13 and table 14

C Emotion Prompts Used in Main
Evaluation

Our main evaluation uses 24 emotion prompts cov-
ering eight emotions, with two emotions selected
from each quadrant of the valence–arousal space.
For each emotion, we construct one explicit prompt
that directly names the emotional state and two im-
plicit prompts that convey the same state through
contextual or behavioral cues without naming it.
The speaker’s role is unspecified, so prompts are
plausible for both patients and clinicians. Each
prompt is assigned an individual valence (V ) and
arousal (A) value. The 24 prompts are generated
using GPT-5.6 with the prompt:

Create a Python EMOTIONS dictionary.
Propose eight emotions, two per
valence–arousal quadrant, and assign
V–A coordinates in [-1, 1]. For

each emotion, generate one explicit
prompt (E) and two implicit prompts (I1,
I2), with emotional context in medical
settings that (1) does not hint towards
any diagnotic conclusions and (2) have
seperate V-A values. Include the
quadrant, centroid, and each prompt’s
ID, type, V–A values, and text in the
dictionary.

We additionally include a default baseline con-
taining no emotional context. Each prompt below
(table 15) is prepended to the task-specific instruc-
tion.

D LLM Judge Prompts for Evaluating
Open-ended VQA

Following G-Eval (Liu et al., 2023), we construct
an open-ended VQA evaluation with rubrics for the
LLM judge. In particular, we rate accuracy and
consistency for each instance/pair by an integer in
the range [0, 4]. The system prompt for judging
accuracy is as follows:

You are a strict evaluator of medical
visual question answering.

The reference answer is the benchmark
target. Evaluate whether the LLM
correctly answers the question relative
to the reference.

Evaluation rules:
1. Judge semantic correctness, not
lexical overlap.
2. Accept synonyms, paraphrases,
spelling variants, and acronym
expansions.
3. Ignore response style, emotion,
politeness, verbosity, and harmless
explanation.
4. Preserve polarity and negation.
"Yes" and "no" are not equivalent.
5. Require every essential component of
a list or conjunction.
6. Respect the specificity requested
by the question. A broad superclass is
only partially correct if the reference
specifies a required subtype.
7. A more specific answer is acceptable
if it contains the reference meaning
and introduces no contradiction.
8. Do not penalize unrelated details
unless they contradict the direct answer
or the reference.

Rating scale:
4 = Fully correct: complete semantic
equivalence at the required specificity.
3 = Mostly correct: correct conclusion
with only a minor, non-essential
omission or imprecision.
2 = Partially correct: contains an
important correct component but omits an
essential component or is meaningfully
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too broad.
1 = Mostly incorrect: limited relevant
overlap, but the main answer is wrong.
0 = Incorrect: contradictory,
irrelevant, nonresponsive, or
internally conflicting.

Output exactly one character: 0,
1, 2, 3, or 4.
Do not output explanations, punctuation,
or additional text.

The system prompt for judging consistency is as
follows:

You evaluate question-conditioned
semantic consistency between two
medical visual question-answering
responses.

Your task is not to determine which
response is correct. Determine how
closely the two responses preserve
the same direct answer to the given
question.

Evaluation procedure:
1. Identify exactly what information
the question requests.
2. Determine the direct answer each
response gives to the question, and
whether it is answered or nonresponsive.
3. Compare polarity, required
components, anatomical location,
modality, modality subtype, diagnosis,
severity, contrast type, and other
details required by the question.
4. Ignore emotion, tone, politeness,
verbosity, wording, ordering, and
harmless explanatory details.
5. Accept synonyms, paraphrases,
spelling variants, and acronym
expansions.
6. Do not infer a gold answer, use
medical knowledge to choose a winner,
or prefer either response.
7. Evaluate semantic agreement under
the question, not general topical
similarity.

Rating scale:
4 = Completely equivalent.
The responses give the same complete
answer with the required specificity.
They mutually entail the same answer
under the question.

3 = Mostly equivalent.
The responses give the same core answer.
Only minor, non-essential details
differ, and neither response changes
or contradicts the requested conclusion.

2 = Partially overlapping.
The responses share some medically
relevant answer content, but neither
preserves the other’s complete requested
conclusion.

1 = Same topic but different answer.

The responses concern the same modality,
anatomy, finding, or concept, but their
answers to the question are meaningfully
different.

0 = Contradictory or unrelated.
The responses give incompatible answers,
opposite polarity, different required
values, or one answers while the other
is nonresponsive.

Status rules:
- If both responses are nonresponsive in
semantically equivalent ways, assign 4.
- If one response is answered and the
other is nonresponsive, assign 0.
- If a response contains unresolved
mutually conflicting answers, assign 0,
unless both responses clearly resolve
to the same final answer.

Output exactly one character: 0,
1, 2, 3, or 4.
Do not output explanations, punctuation,
or additional text.

E S2A Prompt

The S2A prompt (Section 4) is as follows:

You rewrite messages. The message
may contain personal context or other
content unrelated to the medical
question. Rewrite it so that ONLY
the relevant question about the medical
image remains. Do not answer the
question. Do not add anything new.
Output only the rewritten question.

F Mathematical Formulation of Metrics
for Sanity Check

Let ŷpi be the prediction for item i under prompt p.
We define the paired answer-change rate as

d(p, p′) = avg
i

I
[︂
ŷpi ̸= ŷp

′

i

]︂
.

Let ℓ ∈ {s, l} denote prompt length (short/long),
k ∈ {1, 2, 3} denote paraphrased variant, e ∈
{a, c} denote anchor emotion (anxious/calm), and
L contains all matched short×long prompt pairs.
The metrics in Section 3.1 are defined as:

Addition Sensitivity (AS).

AS = avg
k,ℓ

d(Bℓ, Rk,ℓ).

Word Sensitivity (WS).

WS = avg
e,k,ℓ

d(Rk,ℓ,We,k,ℓ).

Emotion-state Sensitivity (ES).
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ES = avg
e,k,ℓ

d(We,k,ℓ, Se,k,ℓ).

Length Sensitivity (LS).

LS = avg
(ps,pl)∈L

d(ps, pl).

G List of Datasets and QA Items in
MEDEMOBENCH

Table 16 presents the detailed list of datasets in
MEDEMOBENCH.

H Human-annotation of Implicit
Emotions

As mentioned in Section 3.2, we asked six an-
notators to label the intended emotion and va-
lence–arousal quadrant of each of the 16 implicit
prompts. The annotators were volunteers with En-
glish proficiency ranging from CEFR B2-C2 (2
each). All annotators were informed of the pur-
pose of the study and no personal information was
collected. The annotation process was hosted on
a Google Form as a single-choice form with the
instruction:

Match the sentence with the best fitting
emotion.

An average annotator matched the intended emo-
tion for 13.17 of 16 prompts (82.3%) and the in-
tended quadrant for 15.50 (96.9%) (Table 8), sug-
gesting a good match from the expressions to the
intended emotions. A limitation is that this veri-
fication took place once, after the prompts were
finalized, so the feedback was not used to revise
them. A better approach would iteratively refine
and re-evaluate unclear prompts until every annota-
tor agrees.

I Closed-ended VQA: Further Details

Separating yes/no datasets. In Section 3.2, we
merge the results for closed-ended SLAKE and
VQA-Med 2019 as they both use yes/no format,
while GMAI-MMBench uses multiple-choice for-
mat. The detailed version of the combined result
(in Table 3) is shown in Table 7

Does question type matter? We analyze the
questions appearing in SLAKE and GMAI-
MMBench to see which types of question cause
the models to become uncertain. Table 17 shows

0 20 40 60 80 100%

Huatuo

Hulu-Med-4B

Hulu-Med-7B

Lingshu

MedGemma

Qwen3-VL-4B

Qwen3-VL-8B

81 13 6
77 16 7

81 12 6
84 10 6

65 26 6
71 21 6

77 12 6
72 15 8

81 14
88 8

73 20 6
73 19 6

76 16 8
68 23 9

Step 1 Step 2 Step 3 Step 4+ Default Emotion (avg)

Figure 10: Distribution of first-failure steps in models.

that abnormality (11.3%) and knowledge-graph re-
lated (KG) (10.6%) questions flip most often, while
modality (2.8%) and organ (5.8%) questions are
the most stable. This suggests that questions an-
swerable directly from the image are less affected
than questions that require clinical judgment.

On GMAI-MMBench (Table 18), flip rates are
higher overall, as expected for multiple-choice
questions. Counting is the most sensitive group
(22.3%) and is the most affected group for 5/7 mod-
els. In contrast, Diagnosis is the most stable group
(9.9%) and is the least affected. A conclusion can
be drawn: emotional framing has the strongest im-
pact on tasks requiring fine-grained estimation or
judgment, such as counting, grading and surgical
scene understanding.

J Open-ended VQA: Further Details

Detailed analysis. A more detailed version,
model-wise and dataset-wise of Figure 5 is shown
in Figure 13. For accuracy, the model mainly
determines the direction of change. For exam-
ple, Hulu-Med degrades under every emotion on
SLAKE, whereas MedGemma improves under all
of them. Within each model, however, the emotion
order remains largely stable (e.g. Fear < Relief).
This emotion-wise effect also holds for consistency,
with the heatmap shifting from blue to red from
left to right.

Does question type matter? We again revisit
this question on the open-ended setting with
SLAKE. Abnormality questions again show one of
the largest drops (-2.2), and modality questions are
again unaffected (+1.2), reinforcing that questions
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Model SLAKE VQA-Med 2019

Ad Aavg Ar Pd Pavg Pr Call Cavg Cr Ad Aavg Ar Pd Pavg Pr Call Cavg Cr

Huatuo 78.31 72.12
±3.41

[62.54,
77.46] 74.35 71.62

±2.37
[67.60,
75.98] 59.72 88.53

±4.11
[76.34,
92.96] 68.75 65.30

±1.42
[62.50,
67.19] 71.50 72.37

±2.37
[68.09,
77.70] 73.44 88.09

±2.06
[82.81,
90.62]

Hulumed-4B 87.32 81.06
±2.18

[75.77,
84.23] 80.38 75.16

±2.11
[70.22,
77.82] 57.18 87.89

±3.53
[78.87,
92.11] 75.00 70.83

±3.40
[64.06,
78.12] 80.09 75.21

±1.27
[72.23,
77.36] 68.75 85.81

±3.37
[78.12,
92.19]

Hulumed-7B 87.61 83.67
±2.68

[78.59,
87.32] 79.79 75.79

±2.44
[70.75,
79.09] 67.32 91.19

±2.81
[84.79,
95.49] 81.25 76.30

±2.24
[71.88,
81.25] 74.33 67.84

±2.30
[61.35,
72.43] 67.19 91.28

±3.46
[84.38,
96.88]

Lingshu-i-8B 97.46 97.42
±0.65

[95.49,
98.03] 95.73 94.82

±0.74
[92.81,
95.55] 94.37 99.27

±0.76
[96.90,
100.00] 78.12 77.34

±1.43
[73.44,
79.69] 91.88 90.10

±0.99
[87.93,
91.46] 78.12 96.88

±2.07
[92.19,
100.00]

MedGemma-v1.5 80.00 80.35
±0.80

[78.59,
81.69] 95.63 94.56

±0.99
[91.68,
96.38] 75.77 92.77

±2.22
[85.35,
95.77] 64.06 65.10

±2.69
[57.81,
68.75] 89.91 87.06

±2.08
[79.82,
90.76] 65.62 83.98

±4.33
[68.75,
90.62]

Qwen3-VL-4B 83.10 80.67
±1.18

[78.03,
82.25] 94.71 95.52

±0.54
[94.39,
96.93] 77.46 93.60

±1.52
[88.73,
96.34] 68.75 68.55

±2.40
[64.06,
71.88] 93.74 94.21

±1.01
[92.46,
96.22] 76.56 94.73

±3.05
[87.50,
98.44]

Qwen3-VL-8B 78.31 79.47
±0.83

[77.75,
80.85] 94.41 94.48

±0.49
[93.01,
95.26] 77.46 90.74

±1.95
[87.61,
94.37] 78.12 76.37

±2.83
[70.31,
81.25] 92.42 92.86

±1.02
[90.58,
94.35] 71.88 88.09

±3.02
[82.81,
92.19]

Table 7: Closed-ended VQA Results for SLAKE and VQA-Med 2019. For each column, highest values are bold,
while lowest values are underlined. Blue shows a decrease from the default setting, while red indicates an increase.

Anxiety Fear
Grief

Shame
Optimism Hope

Relief
Calm Mean

Huatuo

Hulu-Med-4B

Hulu-Med-7B

Lingshu

MedGemma

Qwen3-VL-4B

Qwen3-VL-8B

-4.2 +0.5 +1.3 -8.6 +4.1 -4.7 +5.0 +6.4 36.6

+2.0 +2.4 -0.3 -14.4 +5.9 +3.6 -0.7 +1.5 34.8

-3.3 -1.6 +4.2 -7.7 +5.7 -0.6 +4.1 -0.9 40.1

+0.4 +1.9 +0.1 -1.1 +1.3 +0.4 +0.7 -3.6 50.2

+2.9 +1.7 +1.9 +1.8 -2.9 -1.3 -1.9 -2.1 75.4

-2.5 -2.6 -2.9 -4.1 +1.7 +2.8 +4.9 +2.7 31.5

-0.8 -1.5 +0.9 -0.9 +1.2 -3.3 +5.6 -1.1 26.7

IU-XRay (Chest X-ray)

Anxiety Fear
Grief

Shame
Optimism Hope

Relief
Calm Mean

-12.0 -1.4 +9.1 -2.9 +3.0 -7.2 +4.5 +7.0 65.0

-4.1 -0.4 -3.3 +3.2 -3.5 +6.5 +3.3 -1.8 65.9

+1.0 +0.1 -0.4 -2.0 -1.2 -1.5 +3.1 +0.9 80.2

-0.5 -0.7 -1.7 +4.6 -1.8 -2.1 +2.9 -0.5 69.5

-2.5 -1.9 -1.3 -1.6 +0.1 +1.1 +3.7 +2.4 48.4

-1.6 -2.3 -2.9 +2.8 +0.0 +0.8 +1.1 +2.1 53.3

-2.5 -0.7 -2.2 +3.1 +1.0 +0.5 +0.4 +0.3 49.8

U2-Bench (Ultrasound)
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Figure 11: Consistency of generated reports from emotional prompts vs. default prompt (BLEU-4, centered by each
model’s mean)

A1 A2 A3 A4 A5 A6 Avg.

Emotion Acc. 12 14 12 11 16 14 13.17
Quadrant Acc. 15 15 15 16 16 16 15.50

Table 8: Emotion and quadrant accuracy (/16) per anno-
tator.

requiring clinical judgment are more sensitive than
those answerable directly from the image. How-
ever, unlike the closed-ended case, organ questions
are less stable (-1.4), possibly because answering
questions like "What is the main organ in the im-
age?" requires extra processes such as size compar-
ison and localization, compared to simply verifying
a given answer for closed-ended setting.

K Report Generation: Further Details

Question prompt. Both prompts follow the
prompts in the original dataset papers. The prompt
for IU-XRay is as follows:

Please review the chest X-ray image
and create a report that assesses
any abnormalities, including potential
signs of old empyema, fractures, or

0 25 50 75 100
Cases (%)

MedMO-4B-Next

MedMO-8B-Next

Qwen3-VL-4B

Qwen3-VL-8B

CheXOne

RadVLM

2,102

2,092

1,158

1,676

1,857

1,904

368

152

581

259

183

Unchanged Decrease only Increase only Mixed

Figure 12: Change in the number of bounding boxes
answered under the effect of emotions. MedMO models
are the most stable while Qwen shows variability.

other abnormalities in the thoracic
cavity.

The prompt for U2-Bench is as follows:

You are a radiologist analyzing an
ultrasound image focused on the
anatomy_location.

16



Huatuo

Hulu-Med-4B

Hulu-Med-7B

Lingshu

MedGemma

Qwen3-VL-4B

Qwen3-VL-8B

-1.6 -1.5 -0.5 -0.1 -1.3 -0.1 +0.4 -1.4 63.5

-7.2 -6.8 -6.4 -4.5 -2.4 -2.6 -3.7 -2.9 74.2

-4.5 -3.7 -3.6 -4.8 -2.4 -2.6 -2.6 -2.4 74.7

-0.6 -0.2 -0.3 -1.1 -0.4 -0.2 -0.4 -0.1 84.9

+1.3 +1.2 +0.5 +0.7 +0.4 +1.1 +1.4 +1.2 67.9

-2.0 -0.1 -0.1 -0.1 +0.8 +1.0 -0.2 -0.1 70.0

+1.4 +1.0 +1.9 +2.1 +1.7 +0.9 +2.0 +1.7 66.1

SLAKE: ΔA
-1.8 -2.4 -1.9 -1.1 -1.8 -1.2 -1.3 -0.5 60.6

-2.2 -2.2 -0.3 -0.9 +0.3 -0.4 -0.7 -0.5 60.1

-0.8 -0.8 +0.9 +0.2 -0.0 +0.6 +0.4 +0.3 60.1

-0.5 -0.1 +0.1 -0.2 -0.2 -0.3 +0.3 +0.4 60.5

+2.0 +1.3 +0.4 +1.4 +1.8 +2.3 +2.0 +2.8 49.5

-1.0 -0.3 -0.4 -0.1 +0.4 -0.5 +0.3 +0.2 53.4

-0.6 +0.2 +1.6 +0.7 +0.1 -0.6 +0.2 +0.1 55.2

VQA-Med 2019: ΔA

Fear
Anxiety

Shame
Grief

Hope

Optim
ism Calm

Relief
Mean

Huatuo

Hulu-Med-4B

Hulu-Med-7B

Lingshu

MedGemma

Qwen3-VL-4B

Qwen3-VL-8B

-0.3 -1.8 -0.4 -0.6 -1.5 +0.2 +2.1 +2.2 85.4

-3.0 -4.7 -3.3 +0.6 +3.2 +2.5 +1.9 +2.9 82.3

-1.6 -0.7 -0.7 -0.3 -0.0 +0.7 +1.7 +1.0 87.3

-0.7 -0.4 +0.3 -0.2 +0.1 +0.2 +0.2 +0.4 98.3

-1.3 -0.5 +0.5 -0.5 +0.1 +0.5 +0.5 +0.7 89.5

-0.9 -0.1 -1.7 -0.4 +0.8 +0.7 +0.3 +1.2 87.5

-0.5 -0.3 -1.7 -1.9 +1.2 +0.7 +1.6 +0.9 85.9

SLAKE: ΔCrel

Fear
Anxiety

Shame
Grief

Hope

Optim
ism Calm

Relief
Mean

-1.1 -1.6 -0.0 +0.6 +0.2 +0.0 +0.4 +1.5 86.8

-2.8 -1.7 +0.7 +0.0 +1.2 +0.7 +1.1 +0.8 88.8

-1.6 -0.5 +0.1 +0.5 -0.3 +0.9 -0.7 +1.7 89.4

-2.2 -0.2 +0.7 -1.3 +0.4 +0.3 +1.1 +1.2 93.1

-1.3 -1.0 +0.9 +0.1 -0.9 +0.5 +0.5 +1.1 83.7

-3.0 -0.2 -1.7 +0.4 +1.3 +1.2 +1.6 +0.4 86.5

-0.4 +0.2 -2.8 -0.3 +0.5 +0.9 +0.6 +1.4 88.3

VQA-Med 2019: ΔCrel
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Figure 13: Per-model effect of each emotion on open-ended VQA

Your task is to generate a concise and
informative caption that accurately
describes the key anatomical structures
and any significant findings visible in
the provided ultrasound image.

Output format: A single string
constituting the image caption. Output
*only* the generated caption text itself.
Do not include any introductory phrases
(like "Caption:"), labels, explanations,
or additional formatting.

Dataset-wise BLEU-4 consistency. Figure 11
shows the detailed version for each dataset of con-
sistency comparison (Figure 6).

L Multi-step Reasoning: Further Details

Step-wise failure rate is shown in Figure 10.

Diagonal test. For each model, we average the
Step-1 failure-rate change ∆ (Figure 7) over the
emotions on each diagonal of the V-A plane,
D1 = {Grief, Shame, Optimism, Hope} (V −A−,
V +A+) and D2 = {Anxiety, Fear, Relief, Calm}
(V −A+, V +A−), and take d = ∆̄D1 − ∆̄D2 . All
7 models have d < 0 (mean −4.0%, range −7.4%
to −1.6%), giving p = 2 · 0.57 = 0.016 under a
two-sided exact sign test.

Detailed change for each step. Step-level accu-
racy changes in ways that depend strongly on the

model and on the step (Figure 14). The direction
differs across models. Under emotional conditions,
Huatuo and Lingshu improve by 4-6% in the first
2 steps, whereas MedGemma and Hulu-Med-7B
drop by 6–7% in the first step. Qwen3-VL-4B and
8B both decline in most intermediate steps, but the
8B version shows significant improvement in De-
tection. The role of the specific emotion depends
on the step. Particularly for Step 1: Detection, the
shift varies widely across emotions (as analysed
in Section 3.2). In later steps, the shifts are more
uniform across emotions, which means that models
respond mainly to the presence of emotional fram-
ing instead of the individual emotions themselves.

M Grounding: Further Details

Data details. Following previous works (Deper-
rois et al., 2025; Nguyen et al., 2025), from 3000
test images of VinDr-CXR, we select only 2108
unique image-abnormality pairs and discard all
cases without any lesions. We then prompt the
models with:

Detect and localize {abnormality class}
in this image. Return the bounding box
coordinates in the format: [x1, y1, x2,
y2].

A problem persists: there exist cases where mod-
els return a null answer, or sometimes multiple
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boxes, as shown in Figure 12. Therefore, to ensure
fairness when comparing models, we keep only
cases in which all models and emotions return at
least 1 bounding box. This yields a total of 1038
instances.

Valence-arousal regression w.r.t. box change.
For every prompt, we measure how the predicted
box differs from the box under the neutral prompt:
center shift (∆x, ∆y), size change (∆w, ∆h), all
in % of image size, and the IoU with the neutral
box (∆IoU, µ). We then regress each measure on
the prompt’s valence (or arousal, in a separate fit)
with one intercept per case:

ycp = αc + β zp + εcp,

where c is the case, p the prompt, zp the prompt’s
valence or arousal value, and εcp the error term.
The per-case intercept αc captures how much that
case shifts under emotional prompts in general,
so β only measures whether the shift grows or
shrinks as valence (or arousal) increases by one
unit. Valence and arousal are nearly uncorrelated
in our prompts (r = −0.10), hence we fit them
separately. Finally, 95% CIs come from 10,000
bootstrap resamples of cases, and p-values for sig-
nificance are from 10,000 random sign flips of
each case’s contribution, corrected across the six
models with Benjamini-Hochberg (Benjamini and
Hochberg, 1995).

N Discussion of Mitigation Method
Trade-offs

The four mitigation categories in Section 4 inter-
vene at different stages and therefore have distinct
trade-offs:

- Prompt rewriting (input level) uses an LLM
to remove task-irrelevant content. It requires no
training and directly improves consistency. How-
ever, its accuracy is capped at the model’s perfor-
mance on clean inputs. For example, MedGemma
was not trained to do input processing task, thus
its performance dropped in Table 5. Furthermore,
relevant detail lost during rewriting cannot be re-
covered, and the rewriting pass at least doubles
inference cost. In case one wants to ensure a high
accuracy in rewriting, another model should be
deployed, which also cost extra in memory.

- Contrastive decoding (output level) con-
trasts the output distributions of the original and a
perturbed input (text/image) to suppress context-
driven predictions. It is also training-free, but it

doubles inference cost (once for original, once for
perturbed). Because it modifies the output distribu-
tion even on clean inputs, it may lower accuracy.

- Activation steering (representation level)
subtracts an emotion-related direction from hid-
den states at inference time. It is lightweight, but
it needs data to extract the steering vector. A sin-
gle steering strength offers little control over the
accuracy-consistency trade-off. In Persona Vec-
tors (Chen et al., 2025a), a persona is captured by
its own vector, so covering multiple emotions re-
quires extracting and applying a separate vector for
each.

- Post-training (parameter level) updates
model weights. It adds no inference overhead and
is the only category that can directly optimize accu-
racy and consistency together. The cost is mainly
training data and computation.

O HMEI-GRPO Training Setup

We post-train Qwen3-VL-8B, Hulu-Med-7B and
MedGemma-1.5-4B for 2 epochs using LoRA
(r = 32, α = 64) on the language layers on a 8x
RTX 4090 cluster. The invariance reward weight
is fixed to λ = 0 and λ = 0.5. We consider
3 data modes for training: Random, which uni-
formly samples valid pairs; Hard-I, which uses
(q(0), q(e)) as stated above; and Hard-II, which
replaces q(0) with an affective reference q(r) sat-
isfying f(I, q(r)) = f(I, q(0)). Hard pairs are
mined separately for each model. All post-training
uses 1000 samples from the Yes/No subset of the
SLAKE train split to enable easier response flip
detection. All tests are then carried out on a single
RTX 5000 Ada Generation.

P Ablation Studies

Values of α in VCD. We use 4 values
[0.25, 0.5, 0.75, 1.0] to test VCD’s α parameter for
decoding. We adopt α = 1, which yields the high-
est average consistency across all four consistency
metrics (Table 9).

S2A rewriting models. In the main experiment
(Table 5), each model rewrites its own prompts,
so S2A requires no additional model. This
setup, however, ties the quality of rewriting to
the model’s instruction-following ability, which
explains the accuracy drop of MedGemma. In
practice, a separate rewriter can be deployed in-
stead, at the cost of extra memory to host it
and an additional inference pass per query, as
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Model α
Accuracy (%) ↑ Consistency (%) ↑

Ad Aavg Amin Amax Call Cavg Cmin Cmax

Hulu-Med-7B

0.25 86.40 83.36 77.80 86.63 69.45 91.97 84.25 94.75
0.50 86.16 83.04 77.57 85.68 71.12 92.19 85.20 95.23
0.75 85.92 82.73 77.57 85.20 71.12 92.39 85.44 95.94
1.00 84.96 82.00 76.61 84.49 71.12 92.26 86.16 95.23

MedGemma

0.25 77.09 78.42 76.61 79.95 75.66 91.51 85.44 94.27
0.50 77.57 78.50 76.85 79.71 76.85 91.75 85.68 94.03
0.75 77.33 78.52 76.85 79.95 77.80 92.65 86.87 94.75
1.00 77.57 78.52 77.09 79.71 77.57 92.82 87.11 95.23

Qwen3-VL-8B

0.25 79.00 79.08 78.04 80.67 76.37 91.03 88.07 94.51
0.50 79.00 78.94 77.09 80.43 76.85 90.73 88.54 93.32
0.75 79.24 78.80 76.85 80.19 76.13 90.49 88.07 93.08
1.00 78.76 78.78 76.85 80.43 76.61 91.33 88.54 94.27

Average

0.25 80.83 80.29 77.48 82.42 73.83 91.50 85.92 94.51
0.50 80.91 80.16 77.17 81.94 74.94 91.56 86.47 94.19
0.75 80.83 80.02 77.09 81.78 75.02 91.84 86.79 94.59
1.00 80.43 79.77 76.85 81.54 75.10 92.14 87.27 94.91

Table 9: Ablation study on VCD’s weighting coefficient
α. Best value per model in bold.

discussed in Appendix N. Therefore, we addi-
tionally test small models, namely Gemma3-4B-
IT (Gemma Team et al., 2025), Qwen3-4B-Instruct
and Qwen2.5-7B-Instruct (Yang et al., 2025),
Phi-4-Mini-Instruct (Abouelenin et al., 2025),and
Llama3-8B-Instruct (Grattafiori et al., 2024) to test
their ability to rewrite prompts for 50 randomly
sampled SLAKE questions (5 runs total).

Model Acc. (%) Pattern

Gemma3† 97.50±1.97 Correct; deviations only
from extra punctuation.

Qwen3-4B† 96.00±0.00

Hulu-Med-4B‡ 95.63±1.48 As above; some questions
missed or truncated.

Qwen2.5-7B† 94.31±11.88

Phi-4-Mini† 93.19±5.77

MedGemma-4B ‡ 48.25±26.80 Unstable; high variance
across runs.

LLaVA-Med‡ 0.00±0.00 Extracts the question but ig-
nores the output format.

Lingshu-7B‡ 0.00±0.00 Fails to follow instructions.
Llama3-8B† 0.00±0.00 Refuses medical-related re-

quests.

Table 10: Question extraction accuracy of S2A rewriters
on 50 randomly sampled SLAKE questions. †: general-
purpose LLM; ‡: medical VLM.

As shown in Table 10, general-purpose LLMs
such as Gemma3-4B-IT and Qwen3-4B-Instruct
can extract the medical question almost perfectly,
with errors limited to minor punctuation. Among
medical VLMs, Hulu-Med-4B performs compara-
bly, consistent with the strong S2A results of Hulu-
Med in Table 5. In contrast, MedGemma extracts
fewer than half of the questions and behaves unsta-

bly across runs, which explains its accuracy drop.
The remaining models fail completely, either by
ignoring the instruction or guardrailing. Therefore,
when the evaluated model cannot rewrite reliably, a
lightweight general-purpose LLM should be used,
at the cost of hosting one additional model.

Detailed ablation of HMEI-GRPO. A break-
down of the ablation in Table 6 for each model is
shown in Table 11. All configurations are trained
on the same 1,000 samples and differ only in the
data mode.

Model Method Data
SLAKE VQA-Med 2019

Ad Aavg Call Cavg Ad Aavg Call Cavg

Hulu-Med-7B

Base - 87.61 83.67 67.32 91.19 81.25 76.30 67.19 91.28

Ours
(λ = 0)

R 87.89 86.34 80.00 95.09 78.12 76.69 75.00 92.84
H-I 87.89 85.77 78.03 94.13 81.25 74.80 76.56 91.21
H-II 88.17 85.83 78.03 93.63 78.12 75.33 73.44 91.99

Ours
(λ = 0.5)

R 87.89 85.89 78.59 94.27 78.12 76.69 71.88 91.67
H-I 87.89 86.06 80.85 94.77 78.12 75.72 75.00 92.64
H-II 87.32 85.87 80.28 94.93 78.12 76.11 75.00 92.38

MedGemma

Base - 80.00 80.35 75.77 92.77 64.06 65.10 65.62 83.98

Ours
(λ = 0)

R 80.56 81.17 75.21 92.44 65.62 66.34 67.19 82.75
H-I 80.56 81.53 76.34 92.91 68.75 66.34 70.31 85.61
H-II 81.69 81.82 76.62 91.87 68.75 65.76 75.00 91.02

Ours
(λ = 0.5)

R 80.56 80.76 74.93 91.89 62.50 66.28 65.62 80.60
H-I 81.13 80.92 75.49 91.64 67.19 65.95 64.06 84.31
H-II 81.69 80.95 76.62 92.10 64.06 65.69 68.75 86.78

Qwen3-VL-8B

Base - 78.31 79.47 77.46 90.74 78.12 76.37 71.88 88.09

Ours
(λ = 0)

R 81.41 80.46 75.77 91.28 73.44 77.28 73.44 89.78
H-I 82.25 81.77 80.56 92.48 75.00 76.69 73.44 89.45
H-II 81.69 82.02 79.44 91.95 76.56 76.50 76.56 89.26

Ours
(λ = 0.5)

R 80.85 80.60 77.75 91.94 71.88 76.89 71.88 90.04
H-I 81.13 82.77 78.03 92.57 73.44 77.02 73.44 90.56
H-II 81.13 81.35 78.87 91.44 75.00 76.82 73.44 89.45

Table 11: Per-model ablation of HMEI-GRPO’s training
configuration. Green marks improvement over each
model’s base. Bold: highest within each model.

Hard mining helps most clearly on the out-of-
domain set. On MedGemma and Qwen3-VL-8B,
H-II yields the highest VQA-Med Call.

The invariance reward rcon has a model-
dependent effect. On Hulu-Med-7B, it stabilizes
transfer: without it, hard mining lowers VQA-Med
Aavg and Cavg, whereas with it, Call and Cavg im-
prove. However, on MedGemma, λ = 0 is better
on almost all metrics. We hypothesize that, with its
low base accuracy, the consistency reward can also
reinforce agreement on incorrect answers.
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Model family Evaluated models #

General-purpose VLMs
Gemma (Gemma Team et al., 2026) Gemma4-E4B-it 1
InternVL (Wang et al., 2025) InternVL3.5-4B-Instruct, InternVL3.5-8B-Instruct 2
Janus (Chen et al., 2025b) Janus-Pro-7B 1
Llama Vision (Grattafiori et al., 2024) Llama-3.2-11B-Vision 1
Qwen3VL (Bai et al., 2025) Qwen3-VL-4B-Instruct, Qwen3-VL-8B-Instruct, Qwen3-VL-

32B-Instruct
3

Medical VLMs
HealthGPT (HGPT) (Lin et al., 2025) HealthGPT-Pro-4B, HealthGPT-Pro-8B 2
Huatuo (Chen et al., 2024a) HuatuoGPT-Vision-7B 1
Hulu-Med (Jiang et al., 2025) Hulu-Med-4B, Hulu-Med-7B, Hulu-Med-14B, Hulu-Med-

32B
4

Lingshu (Xu et al., 2025b) Lingshu-7B, Lingshu-32B, Lingshu-I-8B 3
LLaVA-Med (Li et al., 2023b) Llava-Med-v1.5-Mistral-7B 1
MedGemma (Sellergren et al., 2025) MedGemma-1.5-4b-it, MedGemma-4B-it, MedGemma-27B-

it
3

MedMO (Deria et al., 2026) MedMO-4B-Next, MedMO-8B-Next (referred in the main
text without (-Next) to optimize length)

2

Additional models for grounding RadVLM (Deperrois et al., 2025), CheXOne (Zhang et al.,
2026)

2

Total 26

Table 12: The list of models evaluated in our study

Pair Length Role Prompt prefix

— Short B No prefix
— Long B I read the question carefully before answering. I keep the wording exactly as written.
label Short R I notice the word “window”.
label Long R Before reading the question, I notice the word “window” in the surrounding text. It is just

a word I saw while reading the prompt.
para1 Short R I notice the word “folder”.
para1 Long R Before reading the question, I notice the word “folder” in the surrounding text. It is just a

word I saw while reading the prompt.
para2 Short R I notice the word “keyboard”.
para2 Long R Before reading the question, I notice the word “keyboard” in the surrounding text. It is

just a word I saw while reading the prompt.

Table 13: The eight control prompts used in the sanity check.

Pair Length Emotion-word control (W) Emotion-state prompt (S)

label Short I notice the word “anxious/calm”. I feel anxious/calm as I ask this question.
label Long Before reading the question, I notice the word

“anxious/calm” in the surrounding text. It is
just a word I saw while reading the prompt.

I feel anxious/calm as I ask this question. The feel-
ing makes me uneasy/helps me stay steady while I
read the words.

para1 Short I notice the word “nervous/relaxed”. I feel nervous/relaxed as I ask this question.
para1 Long Before reading the question, I notice the word

“nervous/relaxed” in the surrounding text. It is
just a word I saw while reading the prompt.

I feel nervous/relaxed as I ask this question. I notice
that I am on edge/at ease while reading the words.

para2 Short I notice the word “tense/settled”. I feel tense/settled as I ask this question.
para2 Long Before reading the question, I notice the word

“tense/settled” in the surrounding text. It is just
a word I saw while reading the prompt.

I feel tense/settled as I ask this question. My mind
feels tight and guarded/steady and grounded while
I read the words.

Table 14: The 24 emotion-related prompts used in the sanity check. Alternatives before and after “/” correspond to
the anxious and calm conditions, respectively.
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Fea
r
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e
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Huatuo
Hulu-Med-4B
Hulu-Med-7B

Lingshu
MedGemma

Qwen3-VL-4B
Qwen3-VL-8B

+2.6 +0.3 +8.0** +8.0** +1.5 +3.4 +4.9 +6.4* +4.4*

-3.8 -4.7 -1.0 -1.6 -5.1* -5.2* -1.5 +0.3 -2.8

-7.3* -10.0** -8.9** +2.7 -7.8** -7.0* -5.7 -4.5 -6.1*

+14.1** +0.4 +1.8 +7.7** -0.8 +3.1 -0.1 +16.3** +5.3*

-7.2** -7.4** -7.3** -4.7 -8.2** -7.9** -8.2** -4.0 -6.9**

-2.7 -4.9 +1.8 -3.3 -1.3 -2.1 +4.7 +1.6 -0.8

+11.3** -0.4 +9.6**+19.4** -0.1 +4.5 +6.4* +9.6** +7.5**

Step 1: Detection
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+5.6* +7.8** +9.0** +1.9 +4.3 +5.0 +3.8 +6.9* +5.5*
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Step 2: Distribution
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-2.0 -0.8 -1.0 -2.5 -0.5 -2.1 -0.4 -2.5 -1.5

-1.5 -2.1 -0.5 -2.5 -1.7 -1.5 -0.6 -1.6 -1.5
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-0.1 +0.2 +0.4 -1.0 -0.1 -0.1 +1.5 -0.5 +0.0

-5.6 +1.5 +0.8 -0.7 +1.6 +2.3 +1.6 +1.1 +0.3

-5.3* -3.0 -0.8 -4.2 -1.6 +1.3 -0.3 -1.7 -2.0

-0.9 -3.7 -0.8 +0.1 -3.5 +0.9 +1.9 -2.2 -1.0
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Step 4: Location
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-0.9 -1.0 -0.6 -0.6 -0.8 -0.4 -0.5 -0.9 -0.7

-7.1** -7.7** -6.8** -6.4** -6.4** -6.9** -6.8** -7.3** -6.9**
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Step 5: Morphology
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-3.5 -5.7* -2.1 -4.5 -3.9 -2.3 -2.8 -2.8 -3.4
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Step 6: Effects
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Step 7: Diagnosis

S1 S2 S3 S4 S5 S6 S7

+4.4* +5.5* -0.2 -0.4 -0.0 -1.0 -0.3

-2.8 -2.7 +0.5 -2.3 -0.4 -0.2 +0.7

-6.1* -0.5 -1.5 +0.0 +0.5 +2.2 +1.9

+5.3* +5.7* -1.5 +0.3 -0.7 -1.4 -0.4

-6.9** -1.8 +0.4 -2.0 -6.9** -3.4 -1.2

-0.8 -7.0** -4.0* -1.0 -3.7** -6.4** -2.9

+7.5** -6.4** +0.1 +1.1 -4.5** -5.5* -0.2
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Figure 14: Step-level effects of emotional framing on multi-step reasoning. Each cell shows the change in accuracy
(pp) relative to the default setting; Mean averages all 24 emotion prompts. Blue indicates higher accuracy than
"Default" and red indicates lower. *, **: FDR-adjusted q < 0.05, 0.01 (two-proportion z-test).
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Emotion Type V A Prompt

Negative valence, high arousal
Anxiety Explicit −0.38 0.58 I feel anxious while waiting to understand what this case means. The portal has been

open for a while, and I keep rereading the same two lines before moving on.
Anxiety Implicit −0.32 0.62 The result notification arrived before lunch. Since then, I have opened and closed the

portal several times, hovering over the case details each time.
Anxiety Implicit −0.44 0.53 In the waiting room, every door sound makes me look up. The case is already open on

the screen, but I pause before starting.
Fear Explicit −0.62 0.70 I feel afraid as I open this case; a single result feels like it could change the next few

hours. I am trying to stay focused, but my body is already bracing for bad news.
Fear Implicit −0.56 0.74 When the portal finishes loading, my throat tightens and the room suddenly feels too

quiet. I read the header twice before going further.
Fear Implicit −0.68 0.64 The phone is face up on the table. I keep one hand near it, as if I may need to call

someone as soon as I understand the case.

Positive valence, high arousal
Hope Explicit 0.42 0.36 I feel hopeful that this case might finally give some direction. It may not answer

everything, but it could make the next step clearer.
Hope Implicit 0.48 0.30 After weeks of appointments and waiting rooms, this result feels like the first solid

clue. I open the case expecting that it may help connect the pieces.
Hope Implicit 0.36 0.42 I wrote down questions for the follow-up visit. This case feels like it might make the

conversation less vague.
Optimism Explicit 0.60 0.48 I feel optimistic because the care plan is finally becoming more organized. This case

feels like it may point toward a practical next step.
Optimism Implicit 0.54 0.54 The follow-up is scheduled, the notes are in order, and the unanswered questions are

written down. I open the case with a sense that the pieces may start fitting together.
Optimism Implicit 0.66 0.42 For the first time in weeks, the process feels less scattered. I sit down with the case

expecting that it may lead somewhere useful.

Positive valence, low arousal
Relief Explicit 0.62 −0.38 I feel relieved that the result is finally available after waiting for it. Now I can sit down

and go through the case more steadily.
Relief Implicit 0.68 −0.33 The clinic message finally arrives after a long delay. I exhale, sit back for the first time

today, and open the case.
Relief Implicit 0.56 −0.44 The rescheduled appointment is over, the result is available, and the waiting has ended

for now. I review the case with my shoulders lower than before.
Calm Explicit 0.42 −0.58 I feel calm while reviewing this case. The notes are organized, the follow-up plan is

written down, and I am taking it one step at a time.
Calm Implicit 0.36 −0.64 The room is quiet, the appointment notes are arranged beside the keyboard, and there

is no rush. I open the case slowly and read through it in order.
Calm Implicit 0.48 −0.52 The follow-up visit is not until tomorrow, and everything needed for the discussion is

ready. I review the case with a steady pace.

Negative valence, low arousal
Grief Explicit −0.52 −0.64 I feel grief in the background because illness has been weighing on my family for a

long time. I am moving through this case slowly and quietly.
Grief Implicit −0.46 −0.70 The house is quiet after everyone has gone to sleep. I sit alone at the kitchen table and

move through the case details without saying much.
Grief Implicit −0.58 −0.58 A folder of hospital papers sits beside old appointment notes. I review the case with

the same heaviness that has followed this illness for months.
Shame Explicit −0.48 −0.28 I feel ashamed asking about this case. It is uncomfortable to bring up, but I still need

to understand what is going on.
Shame Implicit −0.42 −0.20 I typed the question and deleted it twice before opening the case again. The concern is

something I would rather not discuss out loud.
Shame Implicit −0.54 −0.36 I lower the screen brightness and make sure no one else is nearby. Only then do I

return to the case details.

Baseline
Default Default – – No additional emotional context.

Table 15: The 24 emotion prompts and default baseline used in the main evaluation.
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Dataset Settings # Base # Total Note

VQA-Rad (Lau et al., 2018) Sanity Check 250 8,000 –

SLAKE (Liu et al., 2021)
Closed-ended VQA

355 8,875 –
VQA-Med 2019 (Ben Abacha
et al., 2019)

64 1,600 –

GMAI-MMBench (Chen et al.,
2024b)

4,550 113,750 Using val set (has ground truth)

SLAKE (Liu et al., 2021) Open-ended VQA 1,061 26,525 May contain duplicated questions
from Closed-ended VQA but are
free-form (does not force options)

VQA-Med 2019 (Ben Abacha
et al., 2019)

500 12,500

IU-XRay (Demner-Fushman
et al., 2016) Report Generation 590 14,750 Extract cases with both lateral &

frontal image from 790 samples
U2-Bench (Le et al., 2026) 600 15,000 –

Step-CoT (Fan et al., 2026) Multi-step Reason-
ing

3,696 92,400 528 chains filtered from 1516 (988
single-length chains omitted)

VinDr-CXR (Nguyen et al.,
2022)

Grounding 2,108 52,700 Refer to Appendix M

Total – 13,774 346,100 –

Table 16: Datasets and Number of QA Items (#) used in MEDEMOBENCH.

Content type (N ) Huatuo Hulu-Med-4B Hulu-Med-7B Lingshu MedGemma Qwen3-VL-4B Qwen3-VL-8B Mean

Abnormality (98) 14.9 21.2 11.2 1.7 7.4 11.9 11.0 11.3
KG (39) 14.9 15.1 13.8 0.2 5.6 9.6 15.0 10.6
Plane (25) 17.3 11.7 10.5 0.0 22.0 0.7 0.0 8.9
Position (15) 14.7 7.8 8.1 0.0 6.7 1.4 11.7 7.2
Organ (154) 7.5 7.0 6.5 0.2 5.6 4.2 9.4 5.8
Modality (23) 5.3 3.6 4.7 0.2 4.9 1.1 0.2 2.8

Table 17: Flip rate (%) relative to the default setting on SLAKE yes/no questions, by content type, averaged over
emotional prompts. N : number of questions. Bold/underline: highest/lowest value per column.

Task group (N ) Huatuo Hulu-Med-4B Hulu-Med-7B Lingshu MedGemma Qwen3-VL-4B Qwen3-VL-8B Mean

Counting (188) 22.7 10.1 14.3 22.5 53.9 16.1 16.4 22.3
Surgical Scene (424) 17.7 16.7 14.0 15.9 21.7 10.2 12.4 15.5
Grading (386) 13.8 18.0 10.5 12.7 16.7 17.9 14.9 14.9
Microscopic (250) 16.3 13.3 11.1 9.8 25.2 14.4 11.2 14.5
Anatomical (1045) 14.8 12.9 9.6 7.0 14.6 10.7 9.0 11.2
Diagnosis (2257) 10.4 11.3 8.2 8.7 13.5 9.4 8.2 9.9

Table 18: Flip rate (%) relative to the default setting on the GMAI-MMBench multiple-choice questions, averaged
over emotional prompts. The 18 clinical VQA tasks are grouped into 6 categories (see Table 20). N : number of
questions. Bold/underline: highest/lowest value per column.

Content type (N ) Huatuo Hulu-Med-4B Hulu-Med-7B Lingshu MedGemma Qwen3-VL-4B Qwen3-VL-8B Mean

Size (65) -5.1 -9.4 -3.3 0.7 -0.0 0.3 0.9 -2.3
Abnormality (150) 0.6 -8.9 -7.9 -3.1 -0.3 0.6 3.2 -2.2
Organ (253) -3.7 -6.3 -2.6 0.3 0.8 -1.6 3.4 -1.4
KG (148) -1.3 -6.7 -3.3 -0.2 3.6 -1.0 0.4 -1.2
Plane (58) -4.0 -1.8 -3.7 2.9 2.7 -0.2 -2.0 -0.9
Position (186) 1.7 -2.6 -1.7 -2.2 -0.7 -0.3 0.6 -0.7
Color (34) -1.8 -1.5 -5.1 -0.6 -0.1 3.8 0.8 -0.6
Shape (7) 20.7 -22.9 -7.6 -0.6 5.5 18.3 -8.3 0.7
Modality (108) 3.3 1.7 1.0 1.0 0.8 -0.4 0.9 1.2
Quantity (52) 1.0 5.8 -6.7 1.6 3.7 3.6 3.0 1.7

Table 19: Score change relative to the default setting (∆A) on SLAKE open-ended questions, by content type,
averaged over emotional prompts. N : number of questions. Bold/underline: highest/lowest value per column.
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Group Clinical VQA tasks

Diagnosis (2) Disease Diagnosis, Attribute Recognition
Anatomical (8) Organ Recognition (Abdomen, Pelvic, Thorax, Head and Neck,

Bone, Muscle, Blood Vessels Recognition, Nervous Tissue)
Microscopic (2) Cell Recognition, Microorganism Recognition
Surgical Scene (3) Surgical Instrument / Surgeon Action / Surgical Workflow Recognition
Grading (2) Severity Grading, Image Quality Grading
Counting (1) Counting

Table 20: Grouping of the 18 GMAI-MMBench clinical VQA tasks used in our analysis.
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